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Fully Connected Neural Network

ÅEach layer fully connects to previous layer

ÅDifficult to train (many parameters in W and b)

ÅSpatial relations not necessarily preserved

Hidden Hidden Output Hidden Input 
e.g. 512×512×3 pixels
e.g.

e.g. 1 label
e.g. Copenhagen

Output:Input:
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Convolutional Neural Network (CNN)
ÅReplace dense W in                                    by a sparse 

matrix W with sparsity being of convolutional type.

ÅCNNs consist (mainly) of convolutional layers.

ÅConvolutional layers are not fully connected.

ÅConvolutional layers are connected by small, say 
3×3, convolution kernels whose entries need to be 
found by training.

ÅCNNs preserve spatial relations to some extent.

G kernels 
3×3×F

Src
512×512×F

Dst
512×512×G

Attention: No convolution in depth direction! 

Here, a 2D example is shown. Conv layers also exist in 3D and higher dimensions.



5

U-Net1

3 x 3 Convolution, ReLU

2 x 2 Max. Pooling
2 x 2 Upsampling
DepthConcatenate

1 x 1 Convolution, ReLU

Input:

Output:

384 × 256 × 4

12 × 8 × 480

24 × 16 × 320

48 × 32 × 160

96 × 64 × 80

192 × 128 × 40

6 × 4 × 960

Concatenative skip connection

1O. Ronneberger, P. Fischer, and T. Brox. U-net: Convolutional networks for
biomedical image segmentation. Proc. MICCAI:234-241, 2015. 
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Activation Functions

Function Equation Plot

Identity

Sigmoid

Hard

sigmoid

Tanh

Softsign

Softplus

Function Equation Plot

ReLU

Leaky

ReLU

ELU

Inverse 

square root

LU

é é é
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Loss Function

ÅThe neural network parameters (weights and biases) 
w are chosen by minimizing a loss function (cost 
function)

with xn being the training data input, y(xn, w) being 
the network output, and yn being the so-called labels, 
i.e. the training target, and N being the number of 
training samples.

ÅAn example for such a loss function is the MSE loss
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Gradient Descent

ÅWalk along the direction of the negative gradient

ÅSteepest descent

ÅLearning rate h

ÅEasy to understand, but not optimal

ÅMethods in use
ïBatch gradient descent

ïSochastic gradient descent

ïMini-batch gradient descent

ïConjugate gradient descent

ïQuasi Newton methods

ïMomentum methods

ïé
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What is an Autoencoder?

ÅIn and output domain are the same, here x.

ÅBottleneck z enforces the encoder and decoder to do a 
good job.

ÅExamples:
ïPrincipal component analysis (linear autoencoder), lossless

ïPCA with dimensionality reduction (nonlinear due to clipping), lossy

ïImage compression and decoding, e.g. jpeg, lossy

ÅLatent space typically not interpretable.

E D
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ÅMake latent space regular.

ÅAllow to sample in latent space from a given 
distribution, here: normal distribution.

ÅThe VAE is a generative model. 

ÅIt allows to generate new data by sampling new values 
from the normal distribution.

What is a Variational Autoencoder?

E D
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Generative Adversarial Network1

(GAN)
ÅUseful, if no direct ground truth (GT) is available, the 

training data are unpaired, unsupervised learning

Counterfeiter
Generator G

Treasury
Data pool

generate
fake currency

$

Police
Discriminator D

true = 1, fake = 0
sigmoid in-between

detect
fake currency

provide
true data

1I. Goodfellow et al. Generative Adversarial Nets, arXiv 2014
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Generative Adversarial Network 
(GAN)

ÅTypical loss function and minimax game:

ÅConditional GAN1

ïConditional GANs sample the generator input x not from a uniform 
distribution but  from a conditional distribution, e.g. noisy CT images.

ïNeed some measure to ensure similarity to input distribution (e.g. 
pixelwise loss added to the minimax loss function) 

ÅCycle GAN2

ïTwo GANs (X ­ Y and Y ­ X)

ïDemand cyclic consistency, i.e.
x = GX(GY(x)) and y = GY(GX(x))

1Isola et al. 2017
2Zhu et al., 2017

X Y

GY

GX

DYDX
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Fitting
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Fitting
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Fitting
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Fitting

underfit reasonable overfit
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ÅTraining and validation set are part of the training

ÅDo not use test set for training

ÅEarly stopping (at minimum validation loss)

ÅTraining : Validation : Test    º 70 : 20 : 10

Learning Curve

Test Set

epochs

loss

Training Set

epochs

loss

Validation Set

epochs

loss

Stop here!
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Part 1:

Making up Data
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Limited Angle Example

Image Prediction for Limited-Angle Tomography via Deep Learning with Convolutional Neural Network. 
Hanming Zhang, Liang Li, Kai Qiao, Linyuan Wang, Bin Yan, Lei Li, Guoen Hu. arXiv 2016.

GT FBP (150°) CNN
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Deep MAR Examples
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MAR Example

ÅDeep CNN-driven patch-based combination of the 
advantages of several MAR methods trained on 
simulated artifacts

Åfollowed by segmentation into tissue classes

Åfollowed by forward projection of the CNN prior and 
replacement of metal areas of the original sinogram

Åfollowed by reconstruction
Yanbo Zhang and Hengyong Yu. Convolutional Neural Network Based Metal Artifact Reduction in X-Ray

Computed Tomography. TMI 37(6):1370-1381, June 2018.
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= input feature 1

= input feature 2 = input feature 3

= output

= proposed method
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MAR without Machine Learning is a 
Good Alternative:

Frequency Split Normalized MAR1,2

Patient with bilateral hip prosthesis, Somatom Definition Flash, (C=40/W=500).

Uncorrected FSLIMAR FSNMAR

1E. Meyer, M. Kachelrieß. Normalized metal artifact reduction (NMAR) in computed tomography. Med. Phys. 37(10):5482-5493, Oct. 2010.   
2E. Meyer, M. Kachelrieß. Frequency split metal artifact reduction (FSMAR) in CT. Med. Phys. 39(4):1904-1916, April 2012.
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Summary on Deep MAR

ÅMost common uses for networks:
ïImprove image quality in image domain after MAR

ïUse network for the sinogram inpainting

ïProduce a prior image, e.g. for NMAR

ÅAdditional observations:
ïTraining data are often produced by segmenting an artifact-free CT  

image, adding metal and applying a polychromatic forward projection to 
different types of tissue separately.

ïAs of today, it seems hard to outperform NMAR, or hard to give 
convincing clinical examples.
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Junyoung Park, Donghwi Hwang, Kyeong Yun Kim, Seung Kwan Kang, Yu Kyeong Kim and Jae Sung Lee. Computed 
tomography super-resolution using deep convolutional neural network. Phys. Med. Biol. 63: 145011, 2018

Resolution Improvement Example
Å2D U-net to converts 5 mm thick images into 1 mm ones.

ÅE.g. to ñreplace a scanning protocol for a 1 mm slice with 
a 5 mm protocolò.5 mm image 1 mm GTRL deconv. U-net
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Canonôs PIQE
ÅPIQE (precise IQ engine) is trained to convert low 

resolution images into high resolution images

ÅTraining data are taken from Canonôs Precision CT that 
has small detector pixels (0.25 mm at iso). 

ÅClaims:
ïImproved 

visualization of
plaque

ïReduction in
blooming 
artifacts

AIDR3D PIQE

Image taken from at.medical.canon
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Sparse View Restoration Example

Yo Seob Han, Jaejun Yoo and Jong Chul Ye. Deep Residual Learning for Compressed Sensing CT 
Reconstruction via Persistent Homology Analysis. ArXiv 2016.
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Very 
impressive, 
buté

Very 
impressive, 
buté

Very 
impressive, 
buté
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Sparse CT Recon with 
Data Consistency 
Layers (DCLs)

A. Kofler, M. Haltmeier, C. Kolbitsch,  M. Kachelrieß, and M. Dewey. A U-Nets Cascade for Sparse 
View Computed Tomography, MICCAI 2018

GT

32 view FBP

U-Net only (1 DCL)

2 iterations

3 iterations

4 iterations
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Part 2:

Noise Reduction
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Noise Removal Example 2
ÅTask: Reduce noise from low dose CT images.

ÅA conditional generative adversarial networks (GAN) is used

ÅGenerator G: 

ï3D CNN that operates on small cardiac CT sub volumes

ïSeven 3×3×3 convolutional layers yielding a receptive field of 15×15×15 
voxels for each destination voxel

ïDepths (features) from 32 to 128

ïBatch norm only in the hidden layers

ïSubtracting skip connection

ÅDiscriminator D:

ïSees either routine dose image or a 
generator-denoised low dose image 

ïTwo 3×3×3 layers followed by several
3×3 layers with varying strides

ïFeedback from D prevents smoothing.

ÅTraining:
ï Unenhanced (why?) patient data acquired 

with Philips Briliance iCT 256 at 120 kV.

ï Two scans (why?) per patient, one with 0.2 mSv and one with 0.9 mSv effective dose.

J. Wolterink, T. Leiner, M. Viergever, and I. Iġgum. Generative Adversarial Networks for Noise 
Reduction in Low-Dose CT. IEEE TMI 36(12):2536-2544, Dec. 2017.
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ÅG1 and G2 include supervised learning and thus 
perform only with phantom measurements.

ÅG3 is unsupervised. 

ÅG3 is said to generate images with a more similar 
appearance to the routine-dose CT. Feedback from 
the discriminator D prevents smoothing the image.

Noise Removal Example 2

J. Wolterink, T. Leiner, M. Viergever, and I. Iġgum. Generative Adversarial Networks for Noise 
Reduction in Low-Dose CT. IEEE TMI 36(12):2536-2544, Dec. 2017.
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Low dose image (0.2 mSv)

Noise Removal Example 2

J. Wolterink, T. Leiner, M. Viergever, and I. Iġgum. Generative Adversarial Networks for Noise 
Reduction in Low-Dose CT. IEEE TMI 36(12):2536-2544, Dec. 2017.
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iDose level 3 reconstruction (0.2 mSv)

Noise Removal Example 2

J. Wolterink, T. Leiner, M. Viergever, and I. Iġgum. Generative Adversarial Networks for Noise 
Reduction in Low-Dose CT. IEEE TMI 36(12):2536-2544, Dec. 2017.
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Denoised low dose image (0.2 mSv)

Noise Removal Example 2

J. Wolterink, T. Leiner, M. Viergever, and I. Iġgum. Generative Adversarial Networks for Noise 
Reduction in Low-Dose CT. IEEE TMI 36(12):2536-2544, Dec. 2017.
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Normal dose image (0.9 mSv)

Noise Removal Example 2

J. Wolterink, T. Leiner, M. Viergever, and I. Iġgum. Generative Adversarial Networks for Noise 
Reduction in Low-Dose CT. IEEE TMI 36(12):2536-2544, Dec. 2017.
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Noise Removal Example 3

Å Architecture based on state-of-the-art 
networks for image classification (ResNet).

Å 32 conv layers with skip connections

Å About 2 million tunable parameters in total

Å Input is arbitrarily-size stack of images, 
with a fixed number of adjacent slices in 
the channel/feature dimension.

Input:
low-dose

CT images

Output:
denoised 

CT images

Full-dose 
reference

MSE
loss function

ṭNoise
subtraction

Skip 
connection

Residual Block

Predicted
noise

Andrew D. Missert, Shuai Leng, Lifeng Yu, and Cynthia H. McCollough. Noise Subtraction for Low-Dose CT 
Images Using a Deep Convolutional Neural Network. Proceedings of the 5th CT-Meeting: 399-402, 2018.
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Low dose images (1/4 of full dose)

Noise Removal Example 3

Andrew D. Missert, Shuai Leng, Lifeng Yu, and Cynthia H. McCollough. Noise Subtraction for Low-Dose CT 
Images Using a Deep Convolutional Neural Network. Proceedings of the 5th CT-Meeting: 399-402, 2018.
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Denoised low dose

Noise Removal Example 3

Andrew D. Missert, Shuai Leng, Lifeng Yu, and Cynthia H. McCollough. Noise Subtraction for Low-Dose CT 
Images Using a Deep Convolutional Neural Network. Proceedings of the 5th CT-Meeting: 399-402, 2018.
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Full dose

Noise Removal Example 3

Andrew D. Missert, Shuai Leng, Lifeng Yu, and Cynthia H. McCollough. Noise Subtraction for Low-Dose CT 
Images Using a Deep Convolutional Neural Network. Proceedings of the 5th CT-Meeting: 399-402, 2018.
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Denoised full dose

Noise Removal Example 3

Andrew D. Missert, Shuai Leng, Lifeng Yu, and Cynthia H. McCollough. Noise Subtraction for Low-Dose CT 
Images Using a Deep Convolutional Neural Network. Proceedings of the 5th CT-Meeting: 399-402, 2018.
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Denoised low dose

Noise Removal Example 3

Andrew D. Missert, Shuai Leng, Lifeng Yu, and Cynthia H. McCollough. Noise Subtraction for Low-Dose CT 
Images Using a Deep Convolutional Neural Network. Proceedings of the 5th CT-Meeting: 399-402, 2018.
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ÅAdvanced intelligent Clear-IQ Engine (AiCE)

ÅTrained to restore low-dose CT data to match the 
properties of FIRST, the model-based IR of Canon.

ÅFIRST is applied to high-dose CT images to obtain a 
high fidelity training target

Noise Removal: Canonós AiCE

K. Boedeker. AiCE Deep Learning Reconstruction: Bringing the Power of Ultra High Resolution CT 
to Routine Imaging. Whitepaper, Canon, 2019.



FBP FC52 (analytical recon) AIDR3De FC52 (image-based iterative)

AiCE Lung (deep learning)FIRST Lung (full iterative)

Courtesy of 
Radboudumc, 

the Netherlands

U = 100 kV
CTDI = 0.6 mGy
DLP = 24.7 mGyÖcm
Deff = 0.35 mSv
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Noise Reduction: GEós True Fidelity

ÅBased on a deep CNN

ÅTrained to restore low-dose CT data to match the 
properties of high quality FBP datasets.

ÅSaid to preserve noise texture and NPS 



FBP ASIR V 50% True Fidelity

Courtesy of GE Healthcare


